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Starting from the hypothesis that evolutionarily important residues form a
spatially limited cluster in a protein’s native fold, we discuss the possibility of detecting a non-native structure based on the absence of such
clustering. The relevant residues are determined using the Evolutionary
Trace method. We propose a quantity to measure clustering of the selected
residues on the structure and show that the exact values for its average
and variance over several ensembles of interest can be found. This enables
us to study the behavior of the associated z-scores: Since our approach
rests on an analytic result, it proves to be general, customizable, and computationally fast. We find that clustering is indeed detectable in a large
representative protein set. Furthermore, we show that non-native structures tend to achieve lower residue-clustering z-scores than those attained
by the native folds. The most important conclusion that we draw from this
work is that consistency between structural and evolutionary information,
manifested in clustering of key residues, imposes powerful constraints on
the conformational space of a protein.
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Introduction
A growing body of evidence indicates that in
most proteins it is possible to identify from
sequence analysis a limited set of evolutionarily
privileged residues in close mutual contact on the
native structure.1 – 5 To further uphold that this
sequence –structure connection is non-trivial, it is
pertinent to show that a non-native protein conformation does not support an extensive network of
critical residues. We would like to recast this goal
as the problem of detecting the correct protein
structure in a number of plausible candidates
from the requirement that the evolutionarily
important residues form a cluster. A convenient
testing ground can then be found in the field of
protein structure prediction, where one approach
is to computationally construct a large set of physically reasonable structures and then restrict that set
through various filtering methods.6,7 The restricted
set may still contain thousands of structures, some
of which are close to the conformation occurring
Abbreviations used: ET, Evolutionary Trace; RMSD,
root mean square distance; SCW, selection clustering
weight; HF, hydrophobic fitness.
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under physiological conditions. If the clustering of
key residues in viable proteins is a general and significant phenomenon, its extent should help us
expand the set of constraints on the native
structure.
Various solutions with excellent discriminating
power address the problem of the native structure
selection. The common underlying idea is to find
a function that assigns a numerical value to a structure, and finds its optimum in the native fold.8,9
The functions used so far tend to fall into two
broad categories: those that estimate physical
energy,8,10,11 and those that assess its compatibility
with known protein properties, such as hydrophobic core forming in the polar solvent, or interdependent evolution of residues in close contact
on the folded chain.6,12 Both categories can be
further divided into methods that rely on statistical
inference from the known accumulated protein
data, and methods that strive to be self contained
and dependent only on a small number of parameters. Thus the energy methods range from ab
initio calculations of microscopic interactions
between residues and/or their constituent atoms,
to “statistical potential” approaches, wherein the
properties of the interactions are inferred by
studying the large number of known protein
conformations.13,14 Similarly, compatibility methods
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can rely on the properties of the protein under
scrutiny only, or on the function with
multiple knowledge-based (database-dependent)
parameters.15,16 For example, Simons et al.15 have
tackled the decoy recognition problem by applying
a battery of such expectation-compliance tests,
ranging from hydrophobic effect to local structure
preferences.
A successful application of a databaseindependent scoring function is Huang et al.17,18
The group used an efficient and straightforward
method to detect the hydrophobic core and
score the folds generated by molecular
dynamics simulations with the resolution
approaching 1 Å root-mean-square distance
(RMSD) from the native backbone confirmation.
We shall return to the method later, and compare
it with our own.
Also relevant to this work is the observation by
Bonneau et al.19 in their 2002 work that a modest
improvement in the structure selection can be
achieved by focusing on the proteins with high
contact order,20 a simple quantity measuring the
average distance between all the residues in
contact.
Several suggestions stem from a complementary
perspective of evolutionary constraints on the
protein structure.21 – 28 One is to use the possibility
that the residues in contact on the protein must
either be conserved,21 – 23 or they must evolve in a
correlated way, compensating for each other’s
mutation and thus preserving the protein shape
and/or function.28 That way the native folds may
be singled out by optimally placing conserved or
co-evolving residues in contact.29 This approach
adds multiple sequence alignment information
(from which the evolutionary information is
usually extracted) to the physical information
about the protein.
Our approach falls in the last broad category. It is
based on the recurrent finding that evolutionarily
important residues singled out by Evolutionary
Trace (ET),26 termed trace residues, form a small
number of large clusters in proteins.5 Until now
trace clusters have been studied for their functional
properties, namely, for their tendency to overlap
functional sites in structures and map out binding
interfaces and catalytic sites. This has lead to
accurate modeling of protein interactions and to
efficient mutational studies of the molecular basis
of function.30 – 32 The structural implications of
trace clusters are striking in their own right, however, since the trace residues are defined from
sequence analysis alone, without structural input.
Their spatial clustering is therefore a demonstration of the linkage between sequence and
structure through evolution, and it suggests that
evolutionary determinant residues act in concert,
the physical means of their cooperativity being
direct physical contact. Moreover, ET studies show
that the evolutionary connection among sequence,
structure, and function is detectable through the
study of trace residues, that it is quantifiable
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through measures of spatial clustering, and
commonly observed.4
If it is indeed the case that evolutionarily important residues cluster non-randomly, it should be
possible to match the sequence with the appropriate structure by measuring the non-randomness of
the clusters. Specifically, given a multiple sequence
alignment of a protein and a set of its homologs,
we want to estimate whether the alignment is consistent with a proposed structure, and discard the
structures that do not satisfy our consistency
criteria. To fulfill this agenda, we need to attach a
quantitative meaning to consistency, and learn
how to compare two estimates derived from
different sequence sets and mapped onto different
structures. Therefore we define a quantity, selection clustering weight (SCW), which attaches a
numerical value to the (residue selection, clustering) pair. In defining the SCW we conjecture that
the clusters are non-trivial because the involved
residues are well separated on the unfolded chain.
We then derive analytic expressions for average
and variance of the SCW in several supersets of
such pairs. To illustrate the method, we evaluate
SCW for the ribonuclease reductase case, and
show that the resulting SCW betters the average
SCW in the most intuitive of the supersets by
more than ten standard deviation widths. Next we
demonstrate that this is not an isolated case by
studying the SCW behavior on the FSSP33 set of
representative native protein structures. As a final
test of our hypothesis, we use SCW as a filtering
device for distinguishing putative (but incorrect)
from actual protein structures. Misfolded structures indeed tend to score lower than the native
ones. The method turns out to be comparable
with, and complementary to that of Huang et al.17,18
and the two could in principle be combined, thus
improving their individual resolutions.
A practical outcome of our considerations is a
straightforward, customizable, and fast filtering
method, independent of a training set. But rather
than providing a definitive algorithm, it is the aim
of this article to point out that clustering is by itself
sufficiently reliable to exclude from consideration a
large fraction of decoy structures. Beyond the performance indicators of the method, this fact is a
statement about a quantifiable geometric property
of a critical subset of protein residues that reflects
the evolutionary consistency between sequence
and structure.

Theory
The assumption we are making here is that
residues that are important for the protein (for
whichever reason) form a non-random cluster on
its structure. Among all possible pairs, consisting
of residue selection and structure, it is possible to
single out the pairs actually occurring in nature.
Therefore, we need (i) a method to select important
residues, and (ii) a scoring function to attach a
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numerical value to the pair (selection, structure).
The methods we use are (i) the ET to detect the
important residues on the sequence, and (ii) a
method, which we call the selection cluster weighting (SCW), for evaluating the non-randomness of
three-dimensional patterns that the residues form
on the folded protein.
We will call a sequence and a structure consistent, if the residues selected by evolution on that
sequence form highly non-random patterns on the
structure (and therefore are assigned high SCW).
Selecting evolutionarily important residues
The selection of residues is performed using
ET,26,34 a procedure for ranking the relative evolutionary importance of residues. ET takes as an
input a set of aligned sequences, and divides it
hierarchically into subsets (also referred to as
groups), using a sequence identity tree built on
the set. Removing the edges of the tree in the
decreasing order of their length divides the tree
into increasing number of groups. (The root is
assumed to be placed in the middle of the longest
edge.) ET assigns a rank r to each residue. r is the
smallest number that satisfies the following: the
residue is conserved within each of r groups produced by removing the ðr 2 1Þth edge. Each rank
provides us with a possibly relevant selection of
residues: a residue is selected at rank rS if it is
assigned a rank r # rS : (The method does not have
a built-in mechanism to distinguish between structurally and functionally important residues, and in
what follows we shall make no use of such
distinction.)
Quantifying the notion of cluster quality
To construct a measure for non-randomness of a
choice of residues in a protein with known structure, we consider a schematic model of the amino
acid chain, of the topology of its folded state, and
of the space of the possible topologies: Let
{1; 2…L} be the set of sites on a chain (representing
a polypeptide in a very simplified way: a site, in
distinction to the biological residue, has no sidechain). We define a function S that assigns value 0
or 1 to each element of that set. We refer to this
function as “selection of sites on the chain.” The
particular selection scheme is not relevant for the
discussion in this subsection. The number of
selected sites, M; is a fixed parameter of the
problem. We also define an adjacency matrix A;
which assigns 0 or 1 to every pair of sites, 1 for
the pairs that become neighbors on a folded protein, and 0 otherwise. That is, Aði; jÞ ¼ Aðj; iÞ ¼ 1 if
the chain sites i; j are neighbors on the structure.
(A practical definition of neighboring is given in
Materials and Methods.) In particular, Aði; i þ 1Þ ¼
1; which is a property of the chain. We will not
need the diagonal elements of the matrix, but we
can define them to be Aði; iÞ ¼ 0: A is symmetric
along the diagonal and we will use only the upper

triangle. The sum of all 1s in the upper triangle is
N; the total number of neighbors.
We are guided by the observation that the
residues on a protein selected by evolution tend to
“cluster” when mapped on the three-dimensional
protein structure.26 The notion of clustering merits
some elaboration. The selected sites (or small
groups of sites) that are isolated on the chain may
have several neighbors in the folded state. A
cluster can be defined as a group of sites having a
neighbor (from the same group) in the fold. We
think of a cluster as “good” if it consists of the
sites that are far apart on the chain, and/or if
many members of the cluster have more than one
neighbor. In turn, a selection has a good clustering
property if it results in a small number of good
clusters. We suspect that it is unlikely that we can
make a random selection on the chain such that it
clusters well.
To quantify the concept of “good clustering”, we
build on the idea of the contact order parameter,20
and define the weight w associated with sequence
selection S and adjacency matrix A :
w¼

L
X

SðiÞSðjÞAði; jÞðj 2 iÞ

ð1Þ

i,j

P
where Li,j stands for the sum over all different
pairs on the chain of length L; the pair indices i; j
are assumed ordered in such a way that i , j:
Below we refer to this quantity as selection cluster
weight or SCW. The weight thus defined corresponds well with our intuitive ideas about clustering quality: (i) it is high if S selects sites that are
far apart on the chain, and which turn out to be
neighbors in the fold (Figure 1(a)), (ii) it rewards
selections in which sites have multiple neighbors
in the folded structure (Figure 1(b)), and (iii) the
weight prefers selections S that result in small
number of clusters in space (Figure 1(c)). In other
words, a selection S that results in “good” clustering will have higher weight than a selection that
results in “bad” one. Note that selecting all sites
brings us back to the definition of contact order,
apart from the factor of 1=ðLNÞ found there.
Another valuable property of the quantity w is
that we can find analytic expressions for its
average and standard deviation over several kinds
of sets of random realizations (ensembles) of our
selection þ structure system. The two quantities
set the scale for the SCW in each set. That is, we
want to measure the non-randomness of our residue selection as the distance of its weight w from
the average kwl; measured in units of standard
deviation. This distance is referred to as the
z-score :
z¼

w 2 kwl
s

ð2Þ

We study three kinds of ensembles: the set of
random selections S on a fixed protein structure
(resulting in zS ), the set of random realizations of
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average turns out to be (see also the Appendix):
kSðiÞSðjÞlS ¼

MðM 2 1Þ
LðL 2 1Þ

ð4Þ

to evaluate the square of the standard deviation
s2S ¼ kw2 lS 2 kwl2S ; we note that:
kw2 ls ¼

L X
L
X
i,j

kSðiÞSðjÞSðkÞSðlÞls

k,l

£ Aði; jÞðk; lÞðj 2 iÞðl 2 kÞ

ð5Þ

again we notice that the average of the product
SðiÞSðjÞSðkÞSðlÞ can be given in a closed form:
kSðiÞSðjÞSðkÞSðlÞlS ¼ a
Figure 1. The weight w is bigger if it corresponds to (a)
a cluster formed by residues located far from each other
on the chain, (b) a cluster whose members have multiple
neighbors, and (c) a small number of clusters. In all three
cases the configuration on the right will result in bigger
weight.

the adjacency matrix A with the selection S and the
number of contacts N fixed ðzA Þ; and the set in
which all the realizations of S and A (with fixed
N) are allowable ðzSA Þ: In the case of zA and zSA
each number of contacts determines one ensemble.
What motivates our choice of ensemble? zS will
work well in evaluating the selection of residues
for a protein with known structure. When S is
reliable, and we have to choose among several
possible structures, we must take into account that
a fold can achieve high weight through large number of contacts, rather than highly non-random
choice of residues. Therefore we compare the
SCW with the average in the set of folds with the
same number of contacts, that is, use zA : This way
a structure is scored in its own “category”. We
expect that zSA will be applicable when the
questions of best S and best A are both open. Our
choices turn out to be particularly easy to manipulate analytically, but one could conceivably use
other ensembles; this is the place where the
approach can be modified and generalized.
The average over a set of random realizations of
S (denoted by klS ) of SCW we write as:

kwlS ¼

L
X

kSðiÞSðjÞlS Aði; jÞðj 2 iÞ

ð3Þ

i,j

here kSðiÞSðjÞlS denotes average of the product
SðiÞSðjÞ over all possible random realizations of S
with fixed number of selected residues, M: This

1
Y
M2n
L2n
n¼0

þb

2
3
Y
Y
M2n
M2n
þc
ð6Þ
L
2
n
L2n
n¼0
n¼0

where a; b and c are all either 0 or 1, according to
the following rules: a ¼ 1 if i; j; k; l are pairwise
equal (for example i ¼ k; j ¼ lÞ and 0 otherwise; b ¼
1 if only one pair among indices i; j; k; l is equal,
and 0 otherwise; c ¼ 1 if no two indices are the
same, and 0 otherwise.
To compare the consistency of our residue choice
with different structures, we have to consider that
high SCW is more probable on a structure with
high number of contacts, and compensate for the
fact. We do so by comparing the weight with the
average over the random choice of residue contacts
(with the number of contacts, N, fixed at the value
for the structure under consideration). A set of
“proteins” with completely random contacts is not
a very realistic model, of course. It is a simplification introduced to make the evaluation of statistical
quantities manageable. In this model any
adjacency matrix A that describes a chain ðAði; i þ
1Þ ¼ 1Þ and that has the total number of non-zero
elements in the upper triangle equal to N is permissible. Finding zA ; the z-score with respect to
the average over random realizations of the
adjacency matrix A is an exercise similar to the
one of determining zS : The average over the set of
possible realizations of A will be denoted klA : The
average of the matrix element kAði; jÞlA can
take two values: 1, if j ¼ i þ 1; and ðN 2 L þ
1Þ=½ðL 2 1ÞðL 2 2Þ=2 in the rest of off-diagonal
cases. This provides sufficient information for
evaluation of kwlA and kw2 lA ; and therefore zA (see
also the Appendix).
The quantities that we also find potentially useful are the average of w over both random selection
of residues on a chain and over random selection
of contacts in the folded state, kkwlS lA , and its
associated z-score zAS : Applying the reasoning
analogous to the one we used in deriving kwlS
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(equation (3)) and kw2 lS (equation (5)), we find:
a
ð7Þ
kkwlS lA ¼ MðM 2 1ÞL þ Oð1Þ
6
and
kkw2 lS lA ¼

1
h a
iY
M2i
L4 þ OðL3 Þ
12
L2i
i¼0



Y
2
7a2 5
M2i
L þ OðL4 Þ
L2i
60
i¼0



Y
3
a2 6
M2i
L þ OðL5 Þ
L2i
36
i¼0

þ

þ

Figure 2. zS as a function of ET rank for ribonucleotide
reductase beta chain.

ð8Þ

Here we quote only the leading term behavior of
the two quantities; Oð Þ stands for the error we are
making in ignoring the rest of the terms, its relative
size becoming negligible for the lengths L typically
seen in naturally occurring proteins. The
expressions for doubly averaged weight and
appropriate standard deviation might seem
cumbersome, but combined into a z-score; they
provide for computationally cheap (every
evaluated average replaces a time-consuming
simulation), fast and scalable device for estimating
the importance of a set of residues selected on a
protein with putative structure.
Applying ET and SCW in determining the
sequence – structure consistency
Putting the above expressions to practical use
requires noticing that the ET provides one selection
of residues S for each rank, while the known structure provides an adjacency matrix A: The two can
be combined into SCW and any of its z-scores.
Here, we characterize the protein by the selection
S (from the set of all possible selections at different
ranks) resulting in the highest zS (see Materials and
Methods), which is not the only conceivable way of
using the list of z-scores obtained from the ET
analysis. We expect that the pair consisting of S
and A that most closely describe the natural
protein will have an outstandingly big SCW.
Replacing selection of residues that are important
for the protein with a random one, or replacing
the native structure with a decoy should both
lower the SCW. It is in this sense that we talk
about sequence – structure consistency.

Results and Discussion
Clustering example: ribonucleotide reductase
beta chain
We begin our discussion by studying the
behavior of the zS quantity on a single known
protein structure. The purpose of this example is
twofold: to illustrate the performance of the
method under favorable circumstances (long,

richly folded chain, many related sequences available from the database), as well as to further
motivate the clustering as a phenomenon related
to the active residues in the protein.
As our study case we choose the ribonucleotide
reductase beta chain (Protein DataBank35 code
1xik, chain A). It is a well studied enzyme
(E.C.1.17.4.1), with known structure, relatively
long chain (340 residues) and a well populated
sequence database in its vicinity.
In the following, “coverage” refers to the ratio of
the number of selected residues to the length of the
peptide chain.
Figure 2 shows the behavior of zS as a function of
ET rank, and Figure 3 the residues selected at three
different coverages (2%, 5%, and 9%; ranks 1, 5,
and 10), and mapped onto the structure. Out of
the nine known active-site residues for this
protein,36 seven are completely conserved in our
sequence set, while the other two appear at rank
10. The coincidence of the appearance in the selection of the missing two residues with the local
maximum of zS might be a peculiarity of this
example. It is non-trivial to establish whether this
is a systematic effect, because the cases are few in
which the epitope is known in such detail as in
the ribonucleotide reductase case.
The z-score is maximal in Figure 3(a) for
expected reasons: the number of clusters is small
(the isolated residues do not contribute to the
SCW), the one large cluster is formed at surprisingly low coverage, and it is formed from
residues non-trivially distributed along the chain
(Figure 4). (Note that the z-score does not have to
be maximal at the smallest rank; see Figure 8.)
Behavior of the three scoring types on a large
protein dataset
To establish that the clustering quantified by
SCW is indeed an observable effect, we calculated
the three types of z-score for the proteins in the
FSSP database33 (for details see Materials and
Methods). The database is a systematic effort to
condense the information about known protein
structures by selecting a representative for each
family of proteins that are known to have similar
structure. Currently, some 3000 structures
represent 30,000 known protein folds. The z-score
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Figure 4. Selected residues (red) on the ribonucleotide
reductase beta chain (blue) at the maximum zS coverage
(2%; rank 1), shown in Figure 3(a). Each residue is
isolated on the stretched chain.

Figure 3. Clustering on the ribonucleotide reductase
beta chain for three different values of coverage. c stands
for the coverage, and zS for the z-score with respect to
random selection of residues on the chain with protein
geometry fixed. Cases (a) and (c) correspond to the two
maxima in Figure 2. Red, the clustered residues (a single
big cluster). Black, the isolated residues.

number of contacts), the other two types (zA and
zSA ) correctly factor this effect out. That is, zA and
zSA divide the SCW with the average in the
ensemble characterized by the same number of
contacts as the structure under scrutiny, the
average presumably having the same functional
dependence on the number of contacts as all other
members of the ensemble. This factoring out is a
desirable feature, since we do not want to assign a
high z-score to a decoy that is merely more compact than the original structure.
The first panel of Figure 5 shows that the clustering is almost always better than it would be if we
picked the residues at random, while keeping the
structure fixed. (An average result corresponds to
zS ¼ 0:) Low z-scores are often a result of a poor
sequence selection. A substantial number of such
cases is hardly avoidable in a large scale (necessarily automatic) data analysis and presentation,
but points to a possible direction of improving the
results.
The z-scores zA and zSA have a tendency to
award z-scores nearly equal to zero (Figure 5,
middle and right panels), reflecting the fact that
our ensemble, chosen by mathematical convenience, is much larger than the space of protein
structures possible in nature. While the SCW is the
same (for a particular protein) in all three panels
in Figure 5, the average and the standard deviation
change depending on the ensemble. Remembering
that the z-score is a distance from the average, we
notice that our ensemble is such that the SCW
achieved in naturally occurring folds turns out to
be an average quantity that would be achieved if
any combination of contacts were allowed. Nevertheless, for a decoy structure this number will still
be smaller than for the native one (as we shall see
below, in particular in Figure 8).
Distinguishing between the native fold and
the decoys

values obtained on that set, as a function of
number of contacts in each protein, are presented
in Figure 5. The straight lines in Figure 5 are linear
regression results for the three sets of data points.
Their purpose is to emphasize the overall tendency
(rather than suggest linear dependence): while the
zS grows for the more complex structures (higher

To test the resolution capabilities of the method
we compared the maximum z-score for a set of
proteins with the z-scores obtained on their
respective decoys. The test set was derived from
the Decoys’R’Us database (see Materials and
Methods).
Table 1 gives the overview of the results for
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Figure 5. The three types of z-scores for the proteins from the FSSP set. zS depends more strongly on the number of
contacts (NC) than the other two scores.

different scoring systems for the test sets that we
used in this work. As a reference, we compare the
efficiency of the cluster weight scoring with the
method of Huang and collaborators17,18 which
detects decoys of proteins naturally occurring in
the aqueous environment by the decoys’ poorly
formed hydrophobic core. These authors assign a
quantity called hydrophobic fitness (HF) to each

structure; HF is constructed in such a way to
favorably score structures in which the hydrophobic residues make many mutual contacts, and
are buried in the protein interior. The approach is
distinguished by its straightforwardness, and
small number of adjustable parameters. In our
implementation we followed the original 1995 –
1996 work by Huang and collaborators cited

Table 1. Number of decoys in each group scoring worse than the native structure, using different scoring methods
discussed in the text
pdb Name
1ash
1bab-B
1col-A
1cpc-A
1ctf
1dkt-A
1ecd
1emy
1flp
1gdm
1hbg
1hbh-A
1hda-A
1hda-B
1hlb
1hlm
1hsy
1ith-A
1lht
1mbs
1myg-A
1myt
1sn3
1ubi
2cro
2dhb-A
2dbh-B
2lhb
2pgh-A
3icb
4icb
1beo
1bl0
Total

Number of decoys

HF

HF > zS

zS

zS > zA

zA

zA > zS

zA

zS < zSA

z all

zS < zA < HF
(fraction)

29
29
29
29
630
2000
29
29
29
29
29
29
29
29
29
29
29
29
29
29
29
29
660
300
674
29
29
29
29
653
500
2000
971
9084

29
27
29
29
625
1998
25
25
19
29
29
22
25
24
10
3
24
28
26
18
26
29
579
300
630
25
26
28
28
650
500
2000
111
7976

29
7
29
4
388
1510
19
6
18
13
10
12
8
22
2
1
10
1
21
3
9
12
377
267
499
9
22
6
12
577
484
1998
66
6451

29
8
29
4
393
1511
22
6
28
13
10
15
9
25
5
1
12
1
21
8
10
12
417
267
528
13
24
6
13
579
484
1998
591
7092

7
8
29
4
282
1281
22
5
28
13
5
11
5
15
4
1
8
1
14
2
3
12
404
179
370
10
17
6
13
420
246
1869
561
5855

7
29
29
25
420
1535
29
12
29
28
7
15
9
16
22
23
11
5
16
3
5
19
509
183
434
11
19
12
19
454
260
1869
798
6862

7
27
29
25
416
1534
25
11
19
28
7
12
8
13
6
2
9
5
16
3
5
19
453
183
409
9
18
12
18
453
260
1869
103
6013

7
29
29
25
402
1536
28
11
29
29
7
15
10
16
14
26
13
7
17
3
5
19
501
183
428
11
19
12
19
451
498
1835
777
7011

29
29
29
25
529
1771
28
13
29
29
12
19
14
26
15
26
17
7
23
9
12
19
519
272
592
14
26
12
19
613
498
1998
809
8082

29
29
29
25
533
1771
29
13
29
29
12
19
14
26
23
26
17
7
23
9
12
19
526
272
592
14
26
12
19
613
498
1998
828
8121

29 (1.000)
29 (1.000)
29 (1.000)
29 (1.000)
630 (1.000)
2000 (1.000)
29 (1.000)
26 (0.897)
29 (1.000)
29 (1.000)
29 (1.000)
26 (0.897)
27 (0.931)
27 (0.931)
27 (0.931)
26 (0.897)
28 (0.966)
28 (0.966))
26 (0.897)
23 (0.793)
27 (0.931)
29 (1.000)
636 (0.964)
300 (1.000)
667 (0.990)
29 (1.000)
28 (0.966)
28 (0.966)
29 (1.000)
652 (0.998)
500 (1.000)
2000 (1.000)
834 (0.859)
8885 (0.978)

zS > HF means the number of decoys scoring lower than the native structure in the two scoring schemes, while zS < HF is the
number scoring lower using at least one scheme, etc.
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Table 2. The error range (RMSD in Å) of decoys scoring better than the native
pdb Name
1ash
1bab-B
1col-A
1cpc-A
1ctf
1dkt-A
1ecd
1emy
1flp
1gdm
1hbg
1hbh-A
1hda-A
1hda-B
1hlb
1hlm
1hsy
1ith-A
1lht
1mbs
1myg-A
1myt
1sn3
1ubi
2cro
2dhb-A
2dhb-B
2lhb
2pgh-A
3icb
4icb
1beo
1b10

Number of decoys

Error range (Å) HF

Error range (Å) (zS < zSA

Error range (Å) zS < zSA < HF

29
29
29
29
630
2000
29
29
29
29
29
29
29
29
29
29
29
29
29
29
29
29
660
300
674
29
29
29
29
653
500
2000
971

0.0– 0.0
0.8– 0.8
0.0– 0.0
0.0– 0.0
1.4– 5.4
10.9–11.5
1.5– 2.7
0.7– 1.0
1.7– 2.6
0.0– 0.0
0.0– 0.0
1.0– 1.5
0.5– 0.8
0.5– 2.5
2.9– 6.8
3.0– 8.7
0.8– 7.2
2.1– 2.1
0.8– 1.1
1.7– 7.0
0.5– 0.8
0.0– 0.0
1.8– 7.8
0.0– 0.0
0.9– 6.7
0.6– 1.0
0.9– 1.0
4.2– 4.2
0.7– 0.7
1.1– 1.9
0.0– 0.0
0.0– 0.0
3.6– 18.2

0.0 –0.0
0.0 –0.0
0.0 –0.0
7.2 –13.4
1.5 –8.9
7.9 –14.0
2.7 –2.7
0.7 –6.4
0.0 –0.0
0.0 –0.0
2.0 –4.7
1.4 –3.1
0.5 –5.8
0.5 –2.5
2.9 –6.8
4.0 –6.8
0.9 –6.0
1.6 –5.1
0.8 –5.7
1.8 –7.5
0.5 –9.6
2.7 –6.0
1.6 –8.7
8.7 –15.0
1.1 –7.2
1.4 –4.3
0.9 –1.8
3.0 –5.6
1.5 –5.3
1.1 –8.2
7.2 –12.1
8.6–11.4
3.6 –16.4

0.0–0.0
0.0–0.0
0.0–0.0
0.0–0.0
0.0–0.0
0.0–0.0
0.0–0.0
0.7–1.0
0.0–0.0
0.0–0.0
0.0–0.0
1.4–1.5
0.5–0.8
0.5–0.9
4.0–4.2
4.0–6.8
0.9–0.9
2.1–2.1
0.8–1.1
1.8–7.0
0.5–0.8
0.0–0.0
2.2–7.8
0.0–0.0
1.1–6.7
0.0–0.0
0.9–0.9
4.2–4.2
0.0–0.0
1.1–1.1
0.0–0.0
0.0–0.0
3.6 –11.7

above. Our purpose was demonstrating that the
SCW scoring is comparable in performance, and,
even more importantly, complementary to HF to a
sizable degree.
It is important to note, as listed in column 4 of
Table 1, that the decoys that score lower than (or
that are “eliminated” by) zS are not the subset of
the decoys eliminated by HF, and vice versa: the
two methods impose complementary requirements
on the native structure. Requiring that a structure
scores better than both zS and zSA improves the
resolution; including zA marginally improves the
result, but also slows down the procedure (because
of the sums in calculating the variance that need to
be performed for each selection: see Appendix).
While in the overall statistics HF has the edge, an
improvement in decoy recognition is achieved by
combining HF, zS and zA into a single filtering
method (requiring that a structure tops the native
score in all three fields): the three methods combined recognize 98% of decoys, compared with
88% achieved by HF alone. The decoy quality is
expressed in terms of its RMS backbone distance
from the native fold. An important performance
indicator is the RMSD of decoys scoring better
than the native structure in a proposed filtering
scheme. The results in Table 2 indicate that HF has
somewhat better record in this respect, but still
benefits from combining with SCW. Furthermore,
the contribution of the SCW scoring becomes

more prominent in an interesting subset of decoys,
as we shall see below.
The small RMSD decoys are the main challenge
for any discriminating method. For that reason it
is particularly interesting to focus on a set of
decoys with small RMSD from the native structure.
Taking 1.5 Å as bounding the smallest RMSD set
with reasonable number of decoys, we obtain the
data in Table 3. In this limit (and in the decoy sets
that we are considering), the SCW performs somewhat better than the HF score.
The results for the rest of the decoys grouped
according to their RMSD from the native fold are
summarized in Figure 6. The height of a bar corresponds to the success rate in the corresponding
RMSD range, irrespective of the native protein
groups to which decoys belong. By the success
rate we mean the ratio of the number of decoys
scoring lower than the native structure to the total
number of decoys in the range. The bin populations are not equal; in the order of increasing
RMSD, they are 93, 702, 506, 967, 1063, 538, 1002,
2090 and 2123 decoys. The sensitivity of all
methods decreases with decreasing RMSD, but the
combined score (HF, zS and zA ; light blue bars in
Figure 6) performs well all the way down to 1.5 Å.
An additional point worth making is that the
structure prediction methods tend to produce
decoys with the number of contacts smaller than
in the native structure (as noted by Bonneau
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Table 3. The same as Table 1, for the decoys with the RMSD backbone deviation from the native structure less than
1.5 Å
pdb Name
1bab-B
1ctf
1ecd
1emy
1hbh-A
1hda-A
1hda-B
1hsy
1lht
1myg-A
1myt
1sn3
2cro
2dhb-A
2bhb-B
2pgh-A
3icb
Total

Number of decoys

HF

HF > zS

zS

zS > zS

zA

zS < zSA

zA

zS < zSA

z all

zS < zA < HF (fraction)

4
3
3
4
8
6
4
4
4
4
5
2
8
7
4
5
18
93

2
2
2
0
2
2
0
1
1
1
5
2
5
3
1
4
16
49

0
1
2
0
1
1
0
1
1
0
3
1
4
0
0
3
12
30

1
2
3
0
4
2
2
2
1
1
3
1
5
4
2
4
13
50

1
2
3
0
3
1
2
1
0
0
3
1
3
2
1
4
11
38

4
2
3
1
5
2
2
2
0
0
5
2
5
3
1
4
14
55

2
1
2
0
2
1
0
1
0
0
5
2
4
1
0
3
14
38

4
2
3
1
5
2
2
2
0
0
5
2
5
3
1
4
14
55

4
2
3
1
6
3
2
3
1
1
5
2
7
5
2
4
16
67

4
2
3
1
6
3
2
3
1
1
5
2
7
5
2
4
16
67

4 (1.000)
3 (1.000)
3 (1.000)
1 (0.250)
6 (0.750)
4 (0.667)
2 (0.500)
3 (0.750)
1 (0.250)
2 (0.500)
5 (1.000)
2 (1.000)
7 (0.875)
7 (1.000)
3 (0.750)
5 (1.000)
17 (0.944)
75 (0.806)

et al.19), and that the contact-based scores may
therefore eliminate such decoys in a trivial way
(by being proportional to the number of contacts,
instead to some more interesting property of the
correct protein structure). Our test sets indeed consist mostly of structures that have fewer contacts
than the native one. To test the degree to which
our methods are subject to that effect, we repeated
our experiment on the subset of the original decoy
set in which the number of contacts was restricted
to be equal or greater to the number of contacts in
the native structure. The bin population is now 36,
60, 61, 144, 280, 152, 533, 1114, and 709 decoys.
The outcome is summarized in Figure 7. As hoped
(see above), the zA and zSA deteriorate less than zS
and HF, and the combined score performs stably
down to the smallest RMSD range.

Figure 6. The classifying capabilities of the three
z-scores as a function of the RMSD of the decoys from
the native structure. Red, zS ; green, zA ; blue, zSA ; purple,
the combined zS and zSA scores; light blue, the combined
zS ; zSA and HF scores; yellow, hydrophobic fitness (HF)
score. The tickmarks on the x-axis denote the bin
boundaries.

Conclusion
Here we investigated the possibility of
sequence –structure matching through evolutionary consistency. To this end we devised a new residue clustering measure and calculated its average
and variance in several relevant model ensembles.
It enabled us to efficiently detect the clustering in
most of the proteins in the FSSP database, thereby
showing that this method can be used on large protein sets. By inverse reasoning, assuming that the
clustering must be present in the native structure,
we have developed a new approach for structure
selection in a large set of decoys.
This approach consists of two straightforward
and easily reproducible modules: evolutionary
tracing and SCW. It is almost parameter free; aside
from the similarity matrix that we use in building
the sequence alignment, the only adjustable entry
is the largest distance on the structure for which
two residues are still considered neighbors. Once

Figure 7. The same as Figure 6, with the test set
reduced to the decoys with the number of contacts
greater or equal to that of the native fold.
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the alignment is built, a decoy score can be evaluated in a fraction of a second. By itself the method
correctly assigns lower score to the decoys (than
to the native fold) in 60% of cases in the close
RMSD range (less than 5 Å), and to more than
90% of cases for large RMSD (more than 10 Å).
We regard this study as a proof of principle,
rather than an algorithm blueprint, but we still
find it remarkable that even in its elementary
implementation, complementary to the physical
and chemical considerations, the method can effectively narrow down the choice of candidates for
the native protein structure. This is not a practical
standalone procedure for structure selection, but
we have shown that it is a useful supplement to
other methods.
The possible directions of tuning and customization include improving automated sequence selection on the trace end, and incorporating fully the
ET information into the selection function (which
was here defined as a simple binary function), as
well as constructing a better targeted representative ensemble for the statistical evaluation of the
results.
The combination of ET and SCW provides a
basic building block for more elaborate applications, and an important step toward detecting
sequence – structure consistency.

Materials and Methods
Sequence selection
To make the results reproducible and to avoid possible
bias, we follow a well-defined protocol. Its rules are
heuristic and emulate the manual sequence selection,
which results in significant clustering and overlap of the
residues selected by the ET with the epitope.4,5 (i) To
obtain a set of sequences homologous to the protein of
interest, we use two rounds of psi-blast37 against the
NCBI Entrez non-redundant protein sequence database,
and accept all the sequences with the E-score , 0:05:
Further rounds of psi-blast do not noticeably improve
the results. (ii) We require that all the sequences have at
least 15% identity with the query sequence, and that no
two sequences are closer than 98.5%. To ensure that our
automatic procedure does not lead to comparison of
two distant families of proteins, we require that the overall consensus sequence have at least 1% of the length of
the query sequence. (iii) We balance the resulting tree
(current implementation of ET uses unweighted pair
group method to build it38) in a self-similar way: no
node can split into two subtrees such that one of them
has 60 times more leaves than the other one. (iv) We
remove the sequences with an outstanding number of
gaps as follows: For each rank (starting from the rank 1)
consider the induced subset sizes. If the subset contains
more than 15 sequences, remove the sequences with the
number of gaps more than 20 standard deviations away
from the average number of gaps in the subset. If it contains 15 or less sequences, construct a mock sequence,
which has a gap in the places where the majority of
sequences do, and any amino acid (X) otherwise. Then
remove all the members of the subset whose gap pattern
differs in 15% of sites from the pattern in the mock
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sequence. (v) Finally, we remove a sequence if the
removal makes the rank of any position jump by 75%
towards the rank 1.
Alignment
The multiple alignments were obtained using Clustal
W 1.739 in the quicktree mode, with all other parameters
kept at their default values.
Picking the representative rank
When assigning a score to a sequence – structure pair,
we pick the selection at the ET rank that gives the
maximum zS -score among all the ranks. This is
motivated by the observation that the selections on the
sequence that maximize the z-score on the native structure at the same time tend to maximize it with respect
to the z-scores of the decoys. (It is precisely the point of
selection-structure correspondence that we are trying to
establish.) That is, this selection “eliminates” the largest
number of decoys by assigning them the score lower
than assigned to the native fold. In Figure 8 we have
collected the following information for all the test sets
used here: Each rank obtained in the ET analysis was
converted to sequence coverage (number of selected residues divided by the total chain length). The z-scores
were rescaled so to the interval 0 (for the minimum
z-score) to 1 (for the maximum). This way we can display on the same graph the z-score as the function of
coverage and the fraction of decoys scoring lower than
the native at that selection of residues. The maximum of
the z-score curve coincides well with the maximum of
the decoy elimination success rate.
The other two z-scores tend to decrease monotonically
with the coverage, but eliminate the decoys with the rate
approximately correlated to the zS rate (Figure 9). Therefore we pick the best zS rank as the representative, and
then calculate the zA and zSA at that rank.
Information in Figures 8 and 9 is compactly displayed
in terms of histogram in Figure 10. In 23 out of 33 study
cases in Figures 8 and 9 we eliminate more than 70% of
decoys by picking the rank that results in the best zS
score.
With that noted, we point out that the maxima on the
decoy and on the native structure might not be achieved
at the same rank. We compare the two values nonetheless, because it is the only sensible thing to do if the
native structure is not singled out in a set of protein
structure candidates.
Adjacency matrix construction
We assume that two residues are neighbors on the
structure if the centers of any two atoms that belong to
the two residues are closer than 4 Å. In that case the corresponding value in the adjacency matrix is taken to be 1,
and 0 otherwise.
Protein test sets
To test the overall performance of the scoring scheme,
we used the proteins listed in the FSSP database†.33 The
original number of amino acid chains was 3242.
The decoy set was selected from the multiple decoy
† http://www2.ebi.ac.uk/dali/fssp/fssp.html
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Figure 8. X-axis; coverage. Y-axis; zS as a function of the coverage on the native structure (red), and the fraction of
decoys having lower zS at the same coverage (green).
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Figure 9. X-axis : coverage. Y-axis : the fraction of decoys having lower score than the native structure as a function
of coverage. Red, zS ; green, zA ; blue, zSA :
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Figure 10. Number of cases studied in which fraction
(indicated on the x-axis) of the total number of decoys
was eliminated by picking the rank with the highest zS
score. This summarizes information given in Figures 8
and 9. Red, zS ; green, zA ; blue, zSA :
sets in Decoys’R’Us database†.40 – 43 We used the sets
listed under the names 4state_reduced, fisa, fisa_casp3,
hg_structal, lattice_ssfit, and lmds. From both sets a
chain was removed if: (i) the corresponding structure
was determined theoretically or by nuclear magnetic
resonance spectroscopy, (ii) it was shorter than 65
residues, (iii) no more than five homologs could be
found in the database, (iv) the available homologs
resulted in the consensus sequence with length . 30%
of the original chain length. This left us with 2367 chains
in the FSSP case, and 33 decoy sets with total of 8910
decoy structures in the Decoys’R’Us case.
Average time requirements
The following refers to the present study, performed
on a 2.1 GHz computer. Obtaining one data point in
Figure 5 took 2.5 minutes on average, most of the time
being spent searching the database and performing the
multiple alignment. Once the alignment is available, a
complete set of z-scores can be obtained in 20 seconds,
which is somewhat slower than the speed of a method
typically used in structure prediction (for which an available estimate is 20 seconds on 800 MHz computer, J. Tsai,
personal communication). Dispensing with zA ; but keeping zS and zSA brings that time down to under one
second.
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Appendix
Expressions for the Average and
Variance of the SCW
One of the standard bioinformatics tools is comparison of a value of a scoring function for a natural assembly of proteins (or proteins’ parts) with
the value this function takes in a random assembly.
The random assembly can be constructed by
pulling information at random from a sufficiently
large database. The database can contain the data
about the observed proteins, or it can be “built”
by simulation. Alternatively, and it is the approach
we took here, one can devise a random set that can
be described mathematically. The advantage of the
latter approach is that obtaining the statistical
averages is fast and it does not suffer from the
biases built into a database.
In the main article we work in the following picture: a subset of residues that is important for the
protein, mapped on the proper protein structure,
results in a high SCW (SCW, equation (1)). In
other words, SCW scores the pairing between the
residue subset and the structure: the optimal pair
(residue selection, structure) gets the highest
score. Therefore, we might want to compare the
score that we obtain in a particular instance of the
sequence –structure pairing with the following: (1)
the score we would obtain on average if we
selected the residues on random, but kept the
structure given in our instance case; (2) the score
we would obtain on average if we kept the selection, but we mapped it on a protein with contacts
that are the same in number as in the instance
case, and placed randomly; (3) the score we
would obtain on average if we selected both the
residues on the chain and the protein contacts at
random. These three cases correspond to the three
ensembles discussed in the text.
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Calculation of averages in the ensemble of
random selections on the chain
To calculate the weight (equation (1)) in this
simplest of the three cases we first notice that,
since the adjacency matrix is fixed, the only quantity that needs to be averaged over is the product
SðiÞSðjÞ; with i and j two different sites on the
chain. The value of S at any site can be either 1 (in
which case we call the site selected) or 0. The
product can be 1 (if both sites i and j are selected)
or 0 (in all other cases). The average of SðiÞSðjÞ is
the number of selections of M residues on a chain
of length L such that i and j are selected, divided
by the number of all possible selections; that is
MðM21Þ
LðL21Þ : To obtain the expression for the average
square of the weight (which we need in order to
find the standard deviation) we must find the
average of the product SðiÞSðjÞSðkÞSðlÞ; with i different from j and k different from l: This product will
be 1 if i; j; k; l are four different sites, all of them
selected at once, if, for instance, i ¼ k and i; j; l are
three different sites, and if (again, for instance) i ¼
k and j ¼ l and i; j are two selected sites.
SðiÞSðjÞSðkÞSðlÞ will be zero in all other cases. The
expression in equation (6) is nothing more than
the careful enumeration of the cases when the
quadruple product is non-vanishing, divided by
the total number of possible selections of M
residues.
As a demonstration of the correctness of the
expressions given in the text, in Figure A1 we
compare the expressions for the average and the
standard deviation with the same quantity
obtained from the simulation. The simulation consists of repeatedly picking the sites on the chain at
random and calculating the average (variance) of
the resulting weight. We consider the relative
error between the values obtained from the
simulation and from the closed expression, with
“relative
error”
standing
for
ðwanalytic 2
wsimulation Þ=wsimulation : This quantity is plotted as a

function of the coverage: number of selected residues ðMÞ divided by the length of the chain ðLÞ:
The chain lengths for the cases in the Figure range
between 80 and 400. To emphasize that the error
in this Figure comes from the simulation rather
than the expressions in equations (3) and (5), we
use green color for the points corresponding to a
shorter simulation, and red for a longer one. The
increase in the number of steps between the two is
100-fold. It should be noted that the relative error
collapses to zero as the number of simulation
steps s increases.
Calculation of averages in the ensemble of
random adjacency matrices
In this ensemble the selection S is fixed, but the
adjacency matrix entries Aði; jÞ are non-zero for
different pairs i; j: To find the average value for
the weight w; we need to find the average value of
Aði; jÞ: Aði; jÞ always equals 1 for nearest neighbors
(which is the definition of the adjacency matrix for
a folded chain). Here, and it is the model that we
work in, we take that all other contacts are equally
probable, under the condition that the total number of contacts be fixed to some number N; N #
ðL 2 1ÞL=2: In that case the average Aði; jÞ is 1 for
the nearest neighbors, and otherwise it is the
number of contacts we are free to place
(N 2 L þ 1; L 2 1 contacts are formed by the
nearest neighbors) divided by the total number of
possible non-nearest-neighbor contacts ððL 2 1Þ
ðL 2 2Þ=2Þ: In other words Aði; jÞ ¼ ðN 2 L þ
1Þ=ðL 2 1ÞðL 2 2Þ=2 as quoted in the text.
In evaluating the average square of the weight,
we encounter the average value of the product of
the two adjacency matrix elements. Similarly to
the considerations for the ensemble of random
selections on the chain, we have to take into
account the possibility that the contact ði; jÞ is the
same thing as ðk; lÞ; plus the additional constraint

Figure A1. Comparison of the
analytic expression for the average
of the ensemble S ðk lS Þ with the
simulated results. Red points correspond to the simulation with 100
times more steps per residue than
the simulation with the results
depicted in green.
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that the nearest neighbors on a chain are always in
contact. Using the following shorthands:
N2Lþ1
ðL 2 2ÞðL 2 2Þ=2

ðA1Þ

N2L
ðL 2 2ÞðL 2 2Þ=2 2 1

ðA2Þ

a¼

Using the expressions for the averages of SðiÞSðjÞ
and Aði; jÞ described above, the average weight in
this doubly randomized ensemble becomes:

and
a0 ¼

kkwlS lA ¼

(a is the probability that one off-chain contact is
established, and aa0 two are established simultaneously), the product average can be written in
the compact form as:
kAði; jÞAðk; lÞlA ¼ diþ1;j dkþ1;l þ adiþ1;j ð1 2 dkþ1;l Þ

L
X

kSðiÞSðjÞlS kAði; jÞlA ðj 2 iÞ

i,j;i;j¼1

¼

X MðM 2 1Þ
½1diþ1;j þ að1 2 diþ1;j Þ
LðL 2 1Þ
i,j
 ðj 2 iÞ

þ að1 2 diþ1;j Þdkþ1;l þ að1 2 dkþ1;l Þð1 2 diþ1;j Þdi;k dj;l
þ aa0 ð1 2 dkþ1;l Þð1 2 diþ1;j Þð1 2 di;k dj;l Þ

Calculation of averages in the ensemble of
random selections on the chain and random
adjacency matrices

(A3)

d is Kronecker delta, it is equal to 1 if the subscript
indices are equal to each other, and zero otherwise.
The meaning of the terms is as follows: (term 1) the
left-hand side (LHS) is 1 if i neighbors j; and k
neighbors l on the chain; (terms 2 and 3) the LHS
is equal to a if one pair of indices represents the
neighbors on the chain and the other does not;
(term 4) the LHS is equal to a if i and j are not
neighbors on the chain, and ði; jÞ and ðk; lÞ are the
same pair of indices; (term 5) the LHS is equal to
aa0 if ði; jÞ – ðk; lÞ and neither pair represents neighbors on the chain. This expression is used directly
in this ensemble, and as a starting point in the
evaluation of kw2 l in the following ensemble.
The agreement between these expressions and a
simulation is illustrated in Figure A2. The
simulation here consists of picking repeatedly the
off-diagonal elements in A at random and calculating the average w and w2 : Again the red points correspond to a 100-fold increase in the number of
simulation steps.

2
3
L21
L21 X
L
X
MðM 2 1Þ 4X
¼
1þ
ðj 2 iÞ5ðA4Þ
LðL 2 1Þ i¼1
i j¼iþ2
Notice that the Kronecker ds become instructions
for changing the summation boundaries. After
several steps of a straightforward algebra, this
result becomes:
i
MðM 2 1Þ h
a
ð1 2 aÞ LðL þ 1Þ
ðA5Þ
kkwlS lA ¼
L
6
which for large L is sufficiently well described by
equation (7).
To evaluate the average square:
kkw2 lS lA ¼

L
X

L
X

kSðiÞSðjÞSðkÞSðlÞlS

i,j;i;j¼1 k,l;k;l¼1

£ kAði; jÞAðk; lÞlA ðj 2 iÞ

ðA6Þ

one needs to plug in the expressions for
kSðiÞSðjÞSðkÞSðlÞlS (equation (6)) and kAði; jÞAðk; lÞlA
(equation A3). After adjusting the summation
boundaries, as implied by Kronecker ds, it is
advisable to perform the resulting sums using a

Figure A2. The same as Figure
A1 for ðk lA Þ:
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Figure A3. The same as Figure
A1 for ðk lSA Þ:

program for symbolic calculation. The resulting
approximate expression is given in equation (8).
Again, the comparison between the simulation
and the analytic expressions is offered in Figure A3.
It turns out that these averages function nearly

identically to the averages over the set of random
realizations of the adjacency matrix in eliminating
decoys (Figure 9), while they are much faster to
calculate.
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